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1 Introduction 

The study of human language and its use rests firmly at the very core of the humanities and the 
social sciences (HSS). Humanities in its very definition typically includes the study of language, 
and social science – commonly the study of human society and social relationships – is hard to 
imagine without at the same time thinking about human interaction, in which language plays a 
crucial part. One of the most fundamental uses of language is speech – or more specifically, 
spoken face-to-face conversation. Spoken interaction predates written and is, perhaps in 
competition with signing, likely to be the cradle in which language evolved. When it comes to 
maintaining social relationships, face-to-face conversation may have new-found competitors in 
text messages and social networks, but most would agree it still reigns supreme. From a social 
viewpoint, we view face-to-face conversation as the core of language – the prototypical language 
use which sets the standard for other types. Our discussion will focus on spoken language, 
speech, and speech technology, and mention written language, text, and text technology only 
briefly, for contrast and comparison. 

There are at least three intersections of speech research with other HSS areas. (1) Analysis of 
speech and interaction. Speech technology promises repeatable and quantifiable analyses of 
human interaction that are at the same time fast and inexpensive. (2) Collection, refinement and 
verification of relevant speech data provides baselines and models that are needed to inform 
HSS studies. (3) Human-machine interaction. Applications that communicate on human-like 
terms (e.g. with speech) are becoming more common by the day, while their performance and 
capabilities evolve rapidly and people find new ways of using them. They are so prolific that any 
comprehensive study of language use or society should include studies of human-machine 
interaction. Again, data collections, data collection methods, and analysis methods used by 
speech researchers play a crucial role.  

Over the past several decades, the study of language and its use has seen great changes, including 
huge leaps forward, as has many other areas. The development of computers and other 
technologies have played a crucial role in this respect, leading to the evolution of new disciplines 
such as computational linguistics, language (often referring to text) technology and speech 
technology. Analysis of text is more and more frequently used in HSS. A popular example, 
although its utility is currently largely unevaluated, is sentiment analysis. Outside of speech 
research itself, analysis of speech is less often utilise, in spite of the central role speech plays.  

One reason for this may be that speech research requires large resources – collecting and 
analysing speech data requires more effort than text by orders of magnitude. Even if the studies 
are limited to the speech signal alone, the costs for acquiring, annotating, storing and managing 
speech data are substantially higher than for text. But the speech that is most central to HSS – 
everyday conversational speech – cannot be understood or analysed successfully in isolation. 
Spoken interaction is by nature multimodal and situational, and its analysis requires the inclusion 
of more modalities than the acoustic signal (or the word stream converted to text) as well as a 
reasonable grasp of not only its textual context, but the situation in which it takes place. Yet in 
many cases, more resources are allocated for the study of text. CLARIN, SWE-CLARIN, and 
other infrastructural efforts are in a position to remedy this and make multimodal speech data as 
well as methods and tools for its collection, annotation and analysis available to the benefit of 
HSS researchers. 



In the following, we discuss, from an HSS viewpoint, what Swedish speech resources exist now, 
what is being developed, and what lies in the future. 

2 The present 

In terms of R&D and commercial applications, the speech technology field has moved on from 
its role as a pipe dream perpetually 5-10 years in the future to a commercially viable technology 
with numerous successful applications on the market. The state-of-the-art development of core 
technologies such as automatic speech recognition (ASR) and speech synthesis now largely takes 
place in commercial settings. And with the current prevalence of cloud computing, companies 
such as Apple, Google, and Microsoft can provide speech technology services (e.g. ASR) which 
collect user data, allowing them to adapt to the user so that quality improves over time. The 
corpora gathered in this manner are generally not available for research, but the resulting ASR 
can be used reliably and at comparatively low cost, and could certainly be used to assist in HSS. 
The industry still focusses heavily on strictly turn-based task-driven interactions, however, which 
share little if anything with how humans use speech most of the time in their daily lives. 

Within academia and research, there are several relatively good resources for basic speech 
analysis available for research in one way or another. Large Swedish speech corpora that can be 
used for the development of for example acoustic models include the results of several EU 
projects, such as SpeechDat (Elenius, 1999; 2000) and SpeeCON (Großkopf et al. 2002), the 
Swedish speech corpus developed by the Norwegian speech technology company NST that has 
now been made publically available, and a speech corpus developed by Telia Research that is 
now held by the Stockholm Brain Institute. Although these resources have great value for speech 
technology development – for example to develop a system for semi-automatic real-time 
subtitling of the kind television companies use – they again have less direct value for HSS, as 
they contain unimodal, largely read or scripted speech. However, some multimodal, interactional 
corpora exist, for example Spontal (Edlund et al. 2010) and The Göteborg Spoken Language 
Corpus (Allwood, 1999). In addition, there are research tools for annotation and analysis of both 
speech and video available, such as WaveSurfer, Praat, Elan and Anvil. The use of these tools 
among HSS researchers in such diverse areas as gesture analysis, interaction analysis, and studies 
of education in the classroom has been rapidly increasing, but annotation is still a burdensome, 
time-consuming task. In order to be truly useful to HSS researchers, these resources would 
minimally need to be catalogued and documented, and robust methods for automating annotation 
and labelling remain to be developed. 

Concerning real life spoken human-computer or human-machine interactions, many companies 
provide these services today and they are widely used, if perhaps not always liked. At the more 
companionable end of the spectrum, Apple’s, Google’s and Microsoft’s efforts at providing 
computerised personal assistants (SIRI, Now, Cortana) all use speech for input and output, and 
are all sufficiently widely known and publicized to warrant studies of their effect on our 
everyday lives. But again, the usage data they generate is unavailable.   

3 The near future 

With the core technologies finally reaching maturity, academia and research labs have turned 
their interest to other problems. Several areas of special interest for HSS since they pay particular 
attention to social and interactive aspects of speech have emerged, for example active listening, 



social signal processing, and social robotics. These areas share a strong focus on the interactive 
and social aspects of language, and drive the development of analyses methods beyond textual 
transcription and parsing. They commonly consider a wider range of data than acoustic data 
alone, incorporating for example video or head pose and gaze tracking. Provided that they are 
catalogued, documented, and made available, these analyses methods, which range from emotion 
and attitude recognition through analyses of roles and authority to mechanisms for turn taking, 
feedback and the assurance of mutual understanding, should be of great interest to HSS. 

To our knowledge, there are currently no large ongoing collections of Swedish speech corpora, 
particularly not of human-human face-to-face interactions. At KTH Speech, Music and Hearing, 
we are in the process of collecting the KTH Games Corpora, a series of data collections 
focussing on acquiring massively multimodal data (including e.g. audio, video, motion data, gaze 
and head pose tracking, proxemics, breathing) in multiparty situations with as unobtrusive 
capture devices as possible (Johansson, et al. 2013; Oertel, et al., 2013). The Games Corpora all 
contain people partaking in collaborative or competitive games, as this task type is likely to yield 
active, unscripted discussions and behaviours. The main aim of these data collections is 
explorative: to learn how to robustly collect a variety of data that is broad enough to be 
representative for what a human has access to in human-human interactions. This type of data is 
essential to attempt to model and understand human behaviour, but its acquisition, processing, 
annotation and validation are far from solved problems. Examples of technical solutions that 
show promise in these recordings include modularised hardware, external synchronisation 
devices, preference for well-described narrow and purpose-built one-off annotation schemes 
before monolithic standards, (semi-)automatic calibration of capture devices and a range of 
innovative annotation techniques as well as analyses. Naturally, the data collected and the 
resulting analyses are of interest in themselves as well. 

4 The future 

If speech technology is in part a mature technology, and is in part developing in a direction that is 
beneficial for HSS, with an emphasis on social interaction between two or more humans or 
machines, then surely all that is needed for HSS to benefit is better strategies for collaboration? 
Better knowledge transfer, documentation, and resource sharing? This is true to the extent that 
there are numerous areas within HSS which could be helped by current speech technology and 
speech data and by what is right around the corner. There are, however, areas where 
improvement is much needed, but not yet on the horizon. We will discuss here two issues 
concerning corpus design, as much of the progress in current speech research starts with speech 
data. 

The first issue has to do with the way basic speech technology is developed in the industry today. 
As mentioned above, the major actors use cloud computing which allows them to store ever-
growing usage data – including voice data – from their users. This is of great benefit to the users, 
as the services are likely to improve with usage. If, however, a user moves from one platform to 
another, the models built on their previous usage is lost. For users, it would be significantly better 
if they could bring their data with them, or access it somehow. This may seem an impossible idea 
– that users would be allowed to download company data and bring it with them when they move 
to the competition – but perhaps it is not. After all, the data consists of recordings of the user’s 
speech and actions. A dream scenario, but something that we are currently very far away from, 
would be that there was an infrastructure into which user data could always be copied as it is 



generated, and that each user controlled their own data in this infrastructure. Apart from being 
beneficial to users, this would also make it possible for researchers to come to agreements with 
users to analyse and research their data. 

The second issue is related, as it would in part be solved by solving the first issue. It may have 
other, less wishful solutions as well. The issue relates to language change – a very noticeable and 
important phenomenon in social interaction. With the rapid development of both spoken user 
interfaces and of people’s familiarity and attitudes to such interfaces, we expect even more rapid 
changes to people’s behaviour in that area. But today, there are very few efforts directed towards 
longitudinal corpora. Corpus design is largely focussed on gathering data from a wide variety of 
people performing the same task at the same time. A complementary path to take is to model one 
person performing many tasks over extended time. This type of corpus would provide the 
opportunity to model at least one person’s behaviour in depth, rather than modelling the average 
behaviour of many individuals (which may not correspond to the actual behaviour of any 
individual). It would also provide much-needed longitudinal data. So far, only a few efforts along 
these lines have been made (e.g. Campbell, 2007; Roy, 2009).  

Both of the corpus issues we have mentioned here place new requirements on data acquisition 
devices and techniques. In order to get large quantities of longitudinal data from a wide range of 
situations, we need to develop capture devices that are truly ubiquitous and unobtrusive. The 
rapid progress in fields like wearable computers, intelligent materials and such lends hope, but 
these techniques need to be integrated in speech data collection setups which are tested and 
validated.  

Finally, we lack means of describing the relations within the altogether more complex data that 
lies in the future of speech research and HSS. The situation in which the interaction occurred, the 
actions the participants were performing – the dynamics of these are crucial for the understanding 
of the interaction. But in most current corpora, they are constant by design. In order to gain 
understanding of the full richness of spoken communication, we must understand how people 
navigate seemingly seamlessly between situations and task, and in order to do this, we need to be 
able to recognise and categorise situations and tasks on the fly, at least on some level.  
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